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Abstract—A framework is proposed for synchronization in
feature-based data embedding systems that is tolerant of errors
in estimated features. The method combines feature-based em-
bedding with codes capable of simultaneous synchronization and
error correction, thereby allowing recovery from both desyn-
chronization caused by feature estimation discrepancies between
the embedder and receiver; and alterations in estimated symbols
arising from other channel perturbations. A speech watermark is
presented that constitutes a realization of the framework for 1-D
signals. The speech watermark employs pitch modification for
data embedding and Davey and Mackay’s insertion, deletion, and
substitution (IDS) codes for synchronization and error recovery.
Experimental results demonstrate that the system indeed allows
watermark data recovery, despite feature desynchronization.
The performance of the speech watermark is optimized by esti-
mating the channel parameters required for the IDS decoding
at the receiver via the expectation-maximization algorithm. In
addition, acceptable watermark power levels (i.e., the range of
pitch modification that is perceptually tolerable) are determined
from psychophysical tests. The proposed watermark demonstrates
robustness to low-bit-rate speech coding channels (Global System
for Mobile Communications at 13 kb/s and AMR at 5.1 kb/s),
which have posed a serious challenge for prior speech watermarks.
Thus, the watermark presented in this paper not only highlights
the utility of the proposed framework but also represents a sig-
nificant advance in speech watermarking. Issues in extending
the proposed framework to 2-D and 3-D signals and different
application scenarios are identified.

Index Terms—Feature-based watermarking, insertion deletion
codes, pitch watermarking, speech watermarking, watermark syn-
chronization.

I. INTRODUCTION

AS IN ANY communication system, multimedia water-
marking methods1 require synchronization between the

Manuscript received April 7, 2007; revised January 30, 2008. Parts of this
work were included in an ICME 2006 paper [40] and an invited presentation for
CISS 2006 [4]. The associate editor coordinating the review of this manuscript
and approving it for publication was Dr. Ton Kalker.

D. J. Coumou is with the Electrical and Computer Engineering Department,
University of Rochester, Rochester, NY 14627 USA and also with MKS Instru-
ments Inc., Rochester, NY 14623 USA (e-mail: DavidCoumou@ieee.org).

G. Sharma is with the Electrical and Computer Engineering Department, Uni-
versity of Rochester, Rochester, NY 14627 USA and also with the Department
of Biostatistics and Computational Biology, University of Rochester Medical
Center, Rochester, NY 14642 USA (e-mail: gaurav.sharma@rochester.edu).

Color versions of one or more of the figures in this paper are available online
at http://ieeexplore.ieee.org.

Digital Object Identifier 10.1109/TIFS.2008.920728

1For our discussion, we consider watermarking systems to broadly include
all digital data-embedding systems.

transmission and the reception sides before data transfer can
occur. In watermarking, however, synchronization poses a more
acute challenge than in traditional communication systems be-
cause the multimedia cover signal (and not the watermark) is, in
fact, the primary signal being conveyed from the source to the
destination. Between watermark embedding and extraction, it is
reasonable in most systems to assume that the perceptual con-
tent and quality of the multimedia signal is largely preserved.
Within this constraint, however, the multimedia signal may be
subject to a variety of linear and nonlinear signal-processing op-
erations. In applications where an original is available at the
receiver, registration of the received signal to the original can
enable synchronization [1], [2]. For the large majority of ap-
plications where an original is not available at the receiver, we
are usually faced with an effective watermark channel for which
synchronization is difficult.

A number of approaches have been explored for synchro-
nization in oblivious watermarking (see [3] and [4] for an
overview/taxonomy). Methods presented in the literature can
be broadly categorized into two main classes: 1) methods that
embed the watermark data in multimedia signal features that
are invariant to the signal-processing operations, or in regions
determined by such features and 2) methods that enable syn-
chronization through the estimation and (approximate) reversal
of the geometric transformations that the multimedia signal has
been subjected to after watermark embedding. Approaches in
the former category include methods that use the Fourier–Melin
transform space for rotation, translation, scale invariance [5],
methods that embed watermarks in geometric invariants, such
as image moments [6], [7], and methods that use semantically
meaningful signal features, either for embedding [8] or for
partitioning the signal space into regions for embedding [9].
Examples of the latter category are methods using repeated
embedding of the same watermark [10], [11] or the inclusion
of a transform domain pilot watermark [12] explicitly for the
purpose of synchronization.

Among these techniques, the methods based on semantic fea-
tures hold considerable promise since these features are directly
related to the perceptual content of the multimedia signal and,
therefore, conserved in benign and malicious signal-processing
operations. Kutter [13] introduced this class of techniques as
second-generation watermarking methods and identified three
essential properties for the semantic features: 1) invariance to
noise; 2) covariance to geometrical transformations; and 3)
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resilience against local modifications. Despite their conceptual
advantages, second-generation watermarking methods have
proven to be difficult to implement in practical systems [3],
[14]. A primary reason for this difficulty is that robust and
repeatable extraction of semantically meaningful signal fea-
tures continues to be a challenging research problem in itself.
In particular, benign processing or a malicious change may
cause additional feature points to be detected or some existing
feature points to be deleted, leading to desynchronization of the
watermark channel.

In this paper, we propose a new framework for synchroniza-
tion in these second-generation methods based on error-correc-
tion codes for channels with insertions and deletions [15], [16].
We demonstrate the framework using a speech watermarking
system based on pitch modification previously developed within
our group [8] and illustrate how it allows recovery of synchro-
nization despite mismatches in estimated features between em-
bedding and receiving ends. The demonstration also addresses
the challenging problem of speech watermarking over low bit-
rate compression channels [17], which is a useful contribution
in itself.

The rest of this paper is organized as follows. In Section II,
we introduce a general framework for feature-based multimedia
data embedding with coding for simultaneous synchronization
and error correction. Sections III–V describe a speech water-
mark that constitutes a realization of this framework. Section III
describes a data-embedding method for speech that utilizes
pitch modification. In Section IV, we provide a model for
communication channels characterized by insertion, deletion,
and substitution events and introduce Davey and MacKay’s
[15] coding methodology for reliable communication over
such channels. Section V then provides a short overview of
the complete speech-watermarking system and relates it to the
general framework. Section VI describes the implementation of
the speech-watermark and includes results of psychophysical
tests performed in order to determine perceptually tolerable
limits for pitch-based embedding. Experimental results for the
proposed speech watermark with synchronization are presented
in Section VII, where the method is also compared with a
simple spread-spectrum watermark in order to illustrate that
desynchronization is encountered over low-bit-rate coding
channels. Section VIII presents conclusions and discusses
possible extensions and future work. Algorithms used in the
encoding/decoding process for the joint synchronization and
error recovery are summarized in the Appendix that constitutes
the final section of this paper. The performance of the decoding
process is improved by using an expectation maximization
algorithm in order to estimate the channel parameters. The
algorithm utilized for this purpose is also included in the
Appendix.

II. FEATURE-BASED MULTIMEDIA DATA

EMBEDDING WITH SYNCHRONIZATION

Fig. 1 is an overview of the multimedia data embedding
framework that we propose here for the purpose of watermark
synchronization. We describe the method in a general setting
and present specific details for speech embedding in the fol-
lowing sections. The dashed block in the figure represents the

Fig. 1. Feature-based data embedding with synchronization.

basic data embedding and extraction technique, which at the
transmitting end, embeds data in the signal through modifica-
tions of semantic features in the multimedia signal and, at the
receiving end, extracts the data through the estimation of the
semantic features. Since distortions introduced in the channel
(or even in the embedding process itself) may cause extracted
data to differ from that at the transmitter [14], we incorporate
an additional encoding/decoding step shown in the dotted block
in Fig. 1 for synchronization and error recovery.

The framework that is presented is generic and requires fur-
ther exploration of several aspects depending on the type of
signal and the application: determination of appropriate fea-
tures, selection of an embedding domain, and method that offers
desired resilience, selection of suitable codes for the recovery of
synchronization, and error correction. We focus our investiga-
tion on the particular problem of synchronization when feature
estimates between the embedding and receiving ends may differ,
which has stymied feature-based watermarking methods. For
this purpose, we select a speech watermarking application that
affords a significant simplification due to the 1-D nature of the
signal. At the same time, speech watermarking still presents fun-
damental challenges due to the special structure of low-bit-rate
speech coders that are based on linear predictive coding methods
[18]. A unique characteristic of these techniques among mul-
timedia compression standards is that they are based on mod-
eling the signal source (i.e., the vocal tract apparatus, rather
than the human perceptual characteristics at the receiving end
[18]–[22]). The compressor analyzes the speech signal to deter-
mine appropriate model parameters which are communicated
to the receiving end. The decompressor at the receiver utilizes
the parameters received to synthesize an approximation to the
speech signal. This process preserves the relevant signal fea-
tures that constitute the model parameters but does not offer any
guarantees for preservation of the signal waveform or geometry
(i.e., the time axis).

Thus, in the watermarking context, low-bit-rate encoding rep-
resents a nonmalicious geometric distortion channel. Specifi-
cally, for the adaptive multirate (AMR) speech encoder [21],
regions of silence may not necessarily be reconstructed with
the same duration, causing desynchronization in watermarking
methods relying on the signal geometry for synchronization. For
this reason, low-bit-rate speech compression channels present a
particularly difficult challenge for waveform and transform-do-
main-based embedding methods [23]. The nature of these low-
bit-rate coding channels also makes them ideally suited for fea-
ture-based watermarking, where the signal features for the em-
bedding are matched to the encoding and decoding. We develop
our feature-based speech watermark considering low bit-rate en-
coding channels. We also consider additive noise distortions but
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Fig. 2. Part of a speech signal illustrating partitioning for pitch-based data embedding; S: silence segment, UV: unvoiced segment, V: voiced segment, AW: analysis
windows, EB: embedding block consisting of � analysis windows.

Fig. 3. Data embedding in speech by pitch modification.

do not currently address other factors (i.e., malicious geomet-
rical distortion). Our speech watermark implementation uses
pitch modification for embedding [8] and a concatenated coding
system [15] for synchronization, each of which is described in
the proceeding two sections.

III. DATA EMBEDDING IN SPEECH BY PITCH MODIFICATION

The pitch (i.e., fundamental period) of voiced regions of a
speech signal is utilized as the “semantic” feature for data em-
bedding [8]. This choice is motivated by the structure of most
speech encoders [18]–[22] that ensure pitch information is pre-
served. We illustrate this by using a portion of a speech signal
as shown in Fig. 2. This segment shows a initial silence segment
(S), followed by an aperiodic unvoiced segment (UV), which, in
turn, is followed by a voiced segment (V). The V is identified in
the speech signal as the region having energy above a threshold
and exhibiting periodicity. Within these voiced segments, the
pitch is estimated by analyzing the speech waveform and esti-
mating its local fundamental period over nonoverlapping anal-
ysis windows (AWs) of samples each. An embedding block
(EB) comprises several AWs.

The embedding method is schematically illustrated in Fig. 3.
Data are embedded by altering the pitch period of voiced seg-
ments that have at least contiguous windows. is experi-
mentally selected to avoid small isolated regions that may erro-
neously be classified as voiced.

Within each selected voice segment, one or more bits are
embedded. A single bit is embedded by the quantization index
modulation (QIM) of the average pitch value. This corresponds
to the method presented in [8]. For multibit embedding, the
voiced segment is partitioned into blocks of contiguous anal-
ysis windows and a bit is embedded by scalar QIM of
the average pitch of the corresponding block. Specifically, the
average pitch for a block is computed as

(1)

where are the pitch values corresponding to the analysis
windows in the block.

Scalar QIM [24] is applied to the average pitch for the block

(2)

where is the embedded bit and
denotes the corresponding quantizer,

where denotes the integer-scalar quantizer with scaling
parameter .

Modified pitch intervals for the analysis windows in the block
are computed as

(3)

The corresponding pitch modifications are then incorporated
in the speech waveform using the pitch synchronous overlap add
(PSOLA) [25] algorithm. Note that the embedding in average
pitch values over blocks of analysis windows enables embed-
ding even when the pitch period exceeds the duration of a single
window and reduces perceptibility of the changes introduced.
The use of multiple embedding blocks within a voiced segment
(of analysis windows) ameliorates data capacity compared to
the single-bit embedding in each voice segment.
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Fig. 4. Extraction of data embedded in speech by pitch modification.

Fig. 5. IDS events in pitch data embedding/extraction.

At the receiver (shown in Fig. 4), the speech waveform is ana-
lyzed to detect voiced segments, and pitch values are estimated
for nonoverlapping analysis windows of samples each. In a
process mirroring the embedding operation, the average pitch
values are computed over blocks of contiguous analysis win-
dows. For each block, an estimated value of the embedded bit
is computed as the index 0/1 of the quantizer that
has a reconstruction value closest to the average pitch. This pro-
vides an estimate of the embedded data.

Since the method embeds data only over voiced segments, it
is immune against processing and shortening/lengthening of the
silence regions, which may occur in low-bit-rate speech coding.
Furthermore, a new embedding block begins at the start of each
embeddable voiced segment. Hence, the start locations of the
voiced segment implicitly synchronize the time windows for the
embedding and extraction of different bits. This is analogous
to carrier synchronization within a communication system [26].
Once this “carrier synchronization” is accomplished, synchro-
nization at the symbol level is the remaining requirement for
data communication. In this respect, one challenge for the data
embedding by pitch modification is that estimates of voiced seg-
ments at the receiver may differ from those at the embedder 2 [8].
Multiple voiced segments at the embedder may coalesce into a
single voiced segment at the receiver, or vice-versa. In addition,
relatively small voiced segments may be detected at one end and
not the other. In general, these types of mismatches result in in-
sertion, deletion, and substitution (IDS) errors in the estimates
of the embedded data. Insertion/deletion events are particularly
insidious since they cause a loss of synchronization and cannot
be corrected using conventional error-correction codes.

An example that illustrates IDS events in the recovery of
pitch-based data embedding is shown in Fig. 5, where a time
window is shown along with the embedded bits (* symbols)
and extracted bits ( symbols). From the plot, we can see that
synchronism is not maintained between the embedded and
extracted bits. Time locations with overlapping star and square
symbols correspond to instances where embedded and extracted

2As remarked earlier, these types of errors are encountered in almost all fea-
ture-based data embedding methods.

bits match, locations where both are present but do not match
correspond to substitution events, instances where a square
symbol occurs without a corresponding star symbol represent
locations where a spurious bit is inserted in the received stream,
and stars without corresponding squares represent a deletion
of the corresponding transmitted bit. In Fig. 5, we see one
insertion, one deletion, and one substitution event as indicated.

To address this problem, we next incorporate concatenated
coding techniques [15] that allow us to synchronize and recover
data over IDS channels.

IV. SYNCHRONIZATION OVER IDS CHANNELS

To recover from insertion/deletion events, we adopt a con-
catenated coding scheme developed by Davey and MacKay [15]
that utilizes an outer -ary low density parity check (LDPC)
code and an inner sparse code combined with a synchroniza-
tion marker vector. We first present an intuitive overview of the
method and then present details of our implementation.

Fig. 6 illustrates the method schematically. We begin by con-
sidering the synchronization marker vector , which is a fixed
(preferably pseudorandom) binary vector of length that is
independent of the message data , and known to the trans-
mitter and receiver. It forms the data embedded at the trans-
mitter when no (watermark) message is to be communicated.
In the absence of any substitutions, knowledge of this marker
vector allows the receiver to estimate insertion/deletion events
and, thus, regain synchronization (with some uncertainty).

Message data to be communicated is “piggy-backed” onto the
marker vector. This is accomplished by mapping the message
to a unique sparse binary vector via a codebook, where a sparse
vector is a vector that has a small number of 1’s in relation to its
length. The sparse vector is then incorporated in the synchro-
nization marker prior to embedding as intentional (sparse) bit
inversions at the locations of 1’s in the sparse vector. Concep-
tually,3 once the receiver synchronizes, since the synchroniza-
tion marker vector is known to the receiver, bit inversions in
the marker vector can be determined. If the channel does not
introduce any substitution errors, these bit inversions indicate
the locations of the 1’s from the sparse vector and, therefore,
allow recovery of the sparse vector and thereby the message.
In the presence of additional channel-induced substitutions, the
estimates of the sparse vector are uncertain. This uncertainty
is resolved by the outer -ary LDPC code. The -ary codes
offer a couple of benefits over binary codes. First, suitably de-
signed -ary codes with offer performance improvements
over binary codes [27]–[29] even for channels without inser-
tions/deletions. Second, specifically for the case of IDS chan-
nels, the -ary codes allow improved rates [15], [29] (as de-
scribed at the end of this section).

A. Encoder (Inner and Outer)

For simplicity, in the following discussion, we consider the
transmission of a single message block in the setup of Fig. 6. The

3This description is not strictly correct since the estimated synchronization
has some ambiguities (as can be readily argued to be the case for any marker
vector-based synchronization method). However, provided that the IDS events
are reasonably infrequent, the outer LDPC code is able to compensate for the
ambiguities in synchronization and the errors introduced by the channel.
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Fig. 6. Coding for IDS channels.

Fig. 7. IDS channel hidden Markov model.

watermark message data is a block of -ary symbols (with
for some ). The message is encoded (in systematic

form) using a rate -ary LDPC code to obtain codeword ,
which is a block of -ary symbols. The LDPC code is spec-
ified by a sparse parity check matrix H with
entries selected from (i.e., the Galois field with
elements). The rate sparsifier maps each -ary symbol into
an -bit sparse vector using a lookup table (LUT) containing

entries of sparse -bit vectors. Thus, corresponding to
the codeword , there are (Nn) bits that form the sparse mes-
sage vector that is added to the marker vector (of the same
length). The overall rate of the concatenated system is (Kk)/(Nn)
message bits per bit communicated over the IDS channel (i.e.,
per embedded bit).

B. IDS Channel Model

The IDS channel is assumed to follow a hidden Markov
model (HMM), as shown in Fig. 7 [15], [16]. The states

represent the (hidden) states of the model,
where state represents the situation where we are done with4

the th bit at the transmitter and poised to transmit
the th bit . Consider the channel in state . One of three
events may occur starting from this state: 1) with probability

, a random bit is inserted in the received stream and the
channel returns to state ; 2) with probability , the th bit
is transmitted over the channel and the channel moves to state

; and 3) with probability the th bit is deleted and
the channel moves to state . When transmission occurs,
the corresponding bit is communicated to the receiver over a
binary symmetric channel with crossover probability . A

4This is either through a transmission (which may be correct or in error) or
through a deletion event.

substitution (error) occurs when a bit is transmitted but received
in error. The probabilities , and constitute the
parameters for the HMM, which we will collectively denote as

. Note that we use two versions of the model corresponding to
the blocks labeled IDS channel and IDS channel’ in Fig. 6. For
the latter, the substitution probability is increased suitably to
account for the additional substitutions caused by the message
insertion.

C. Inner Decoder

The soft inner decoder uses the HMM for the channel, to
efficiently compute symbol-by-symbol likelihood probabilities

for , where
represents the known information at the receiver. Note that since
the symbols comprising are, in fact, -ary, is a prob-
ability mass function (pmf) over all the possible values of

. These pmfs form the (soft) inputs to the outer LDPC iter-
ative decoder. The computations in the inner decoder are per-
formed using a forward–backward procedure [30] for HMM
corresponding to the IDS channel’ followed by a combination
step for the HMM for IDS channel [15] (see Fig. 6). Details of
these may be found in [15] and a brief summary of the equations
is included in the Appendix.

Note that as an alternative to this process, a Viterbi algorithm
could be utilized to determine a maximum-likelihood sequence
of transitions corresponding to the received vector. However,
the process is suboptimal and superior performance is obtained
from the forward–backward algorithm for HMM state estima-
tion [15].

D. Outer Decoder

The symbol-by-symbol probability-mass-function vectors
obtained from the (soft) inner

decoder are the inputs for the outer -ary LDPC decoder. The
LDPC decoder is a probabilistic iterative decoder that uses
the sum-product algorithm [31] to estimate marginal posterior
probabilities for the codeword symbols .
Each iteration uses message passing on a graph for the code
(determined by ) to update estimates of these probabilities.
Upon completion of an iteration, tentative values for these
symbols are computed by picking the -ary value for which
the marginal probability estimate is maximum. If
the vector of estimated symbols satisfies the
LDPC parity check condition , the decoding terminates
and the message is determined as the last symbols of . If
the maximum number of iterations are exceeded without a valid
parity check, a decoder failure occurs. The equations associated
with the outer decoder are summarized in the Appendix.

E. Observations/Comments

One can note that there are a couple of benefits from the
use of -ary codes for our application as opposed to binary
codes. First, insertion/deletion events introduce uncertainty
around the locations where they occur. Using groupings of

binary symbols into a -ary symbol allow the grouping of
these uncertain regions into -ary symbols and reduces the
number of symbols over which the uncertainty is distributed,
thereby offering improved performance. This advantage of
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Fig. 8. Pitch-based speech watermark with synchronization.

-ary codes is similar to the advantage that they offer in cor-
recting burst errors, commonly exploited in Reed–Solomon
codes [32]. Second, increasing the value of to the point in
which the entropy per bit does not increase [15] is desirable in
order to design a more effective sparsifier and to obtain better
estimates of the symbol-by-symbol likelihood probabilities

. However, increasing reduces the overall information
rate (Kk)/(Nn). Using the -ary code allows us to compensate
for this by increasing in comparison to a binary code (for
which ).

V. PITCH DATA EMBEDDING IN SPEECH

WITH SYNCHRONIZATION

The block diagram in Fig. 8 depicts the complete system
showing both the speech data embedding and the concatenated
coding system for recovering from IDS errors. Except for the
channel, the individual elements of the system have been pre-
viously described. For our system, we consider a nonmalicious
operating environment in which the channel can consist of low-
bit-rate voice coders. Since these codecs are based on source
models for speech, the pitch based-embedding is particularly
appropriate—this was the original motivation for the selection
of pitch as a parameter for embedding [8].

VI. IMPLEMENTATION

We implemented the proposed system using the PRAAT
toolbox [33] for the pitch manipulation operations for analysis
and embedding and MATLAB for the inner and outer encoding
and decoding processes. The channel operations corresponding
to various compressors were performed using separately avail-
able speech codecs.

A. Perceptually Tolerable Limits for Pitch-Based Embedding

A psychophysical test was performed with 32 listeners in
order to evaluate the discriminability of watermark embedding
and an acceptable range of QIM step sizes for embedding. In a
paired comparison experiment, a segment of the original speech

Fig. 9. Watermark discriminability (fraction of listeners correctly identifying
watermarked version) as a function of QIM step size.

signal and the watermarked version of the segment were pre-
sented to a listener who was then asked to determine which of
the two versions, if any, could be identified as modified. The
experiment was repeated for QIM step sizes ranging from 10 to
30 Hz. The presentation of the original and watermarked version
was randomized for each trial and for each observer, the order
in which the different watermarked versions were presented was
randomly permuted. As a function of the QIM step size, the frac-
tion of observers who were able to correctly identify the water-
marked version is shown in Fig. 9. From the figure, one can see
that less than 50% of the listeners were able to correctly identify
the watermarked version for QIM step sizes under 15 Hz. QIM
step sizes of less than 15 Hz were therefore deemed acceptable
for the embedding.

B. IDS Coding

A -ary LDPC code with rate was utilized as the
outer code. The code was obtained by generating an irregular
-ary parity check matrix based on Davey and Mackay’s con-

structions [29], [37]. The parity check matrix was designed for
a column weight of 2.4 (empirically shown by Davey to be near
optimum for [29]) and rows of the matrix were assigned
-ary symbol values from the heuristically optimized sets made
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available by Mackay [37]. A generator matrix for systematic en-
coding was obtained using Gaussian elimination.

For the sparse LUT, we generated vectors of length
with the lowest possible density of 1’s and ordered them sequen-
tially to represent the possible values for a codeword
symbol. The marker vector was generated using a pseudo-
random number generator whose seed served as a shared key be-
tween the transmitter and receiver. The mean density of sparse
vectors was obtained from the sparse LUT and made available
to the inner decoder for the forward–backward passes. The inner
decoder used the forward–backward procedure for HMMs to es-
timate the posterior probabilities and the outer LDPC decoder
used iterative probabilistic decoding. A brief summary of these
steps is provided in the Appendix.

C. Channel Parameter Estimation

The HMM parameters for the effective IDS channel were
estimated using the Baum–Welch re-estimation procedure
[30]. The re-estimation equations are also summarized in
the Appendix. The method was initialized using parameter
values obtained by a sample run of the pitch-based embedding
and extraction process that was manually aligned to provide
synchronization, thereby allowing empirical estimation of the
probabilistic parameters. The corresponding initial param-
eter values were , and .
The overall system performance was found to be not unduly
sensitive to the channel parameter values. In particular, we
demonstrate in the following section that the use of these initial
values, without the Baum–Welch re-estimation, causes only a
minor degradation in performance.

VII. EXPERIMENTAL RESULTS

In order to evaluate the performance of our proposed speech
watermark, we used sample speech files from audio books and
various Internet sources [34], [35] and from a database provided
by the NSA for the testing of speech compression algorithms
[20], [21]. The sample speech files consist of continuous sen-
tences read by male/female speakers and sampled at 16 kHz
with 16 b/sample, which corresponds to a data rate of 256 kb/s.

In order to test the system, random message vectors of
-ary message symbols were generated. These were arranged

in blocks of and encoded as LDPC code vectors of
length . The length of the sparse vectors was chosen
as ; resulting in an overall coding rate of 0.10. The bi-
nary data obtained from the sparsifier was embedded into the
speech signal by QIM of the average pitch over windows
of 10 ms each using a quantization step that ranged between
6–15 Hz (the impact of the embedding was perceptually toler-
able over this range of step-sizes as indicated by the results of
the psychophysical tests in the preceding section).

The communication channel was variously chosen as follows.
1) None (i.e., the speech waveform was unchanged between

embedding and extraction).
2) Global System for Mobile Communications coder, version

06.10 (GSM-06.10) at 13 kb/s. This codec is commonly
used in today’s second-generation (2G) cellular networks
that comply with GSM standard [20].

Fig. 10. Differences between inserted and extracted bits in the absence of syn-
chronization.

3) Adaptive multirate coder (AMR) at 5.1 kb/s. This codec
has been standardized for third-generation cellular net-
works (3GPP standard) [21].

A. Sample Run Results

We first present results for a sample run of one block through
the system. The purpose of these results is to illustrate the ability
of the method to regain synchronization despite synchronization
loss for the underlying pitch-based embedding. Monte Carlo re-
sults that illustrate the statistical behavior of the technique for
different parameter values are deferred to the next section. A
QIM step size of Hz is used throughout this subsection.

Fig. 10 illustrates the differences between inserted bits in
the speech waveform and extracted bits where the status of
the first 200 of 1000 embedded bits are indicated as “+” sym-
bols at 0 along the axis and indicate locations where the em-
bedded and extracted bits match and those at 1 indicate locations
where they differ. As can be seen in the initial segment, there is
reasonable agreement between the symbols but beyond that, the
agreement between the bits is no better than random. This is pri-
marily due to a loss of synchronization between the embedded
and extracted bitstreams. Once synchronization is lost, indepen-
dent bits embedded at different locations are, in fact, being com-
pared, which match with probability half.

Table I shows a comparison for a typical successful run
across the different “channels” that we enumerated earlier. The
columns in the table list the initial error count, the number of
errors after the decoding, and the computation requirements in
terms of the number of LDPC iterations, as well as the compu-
tation times spent by our (unoptimized) decoder in the inner and
outer coders for the concatenated synchronization code. From
Table I, we can note that in all cases, the loss of synchronization
initially produces a rather high apparent bit-error rate but the
proposed method is able to recover synchronization and correct
errors to correctly recover the embedded data. The decoding
consumes most of the computation time in the experiments.
The computation times for the inner and outer decoder are
listed in Table I. The numbers in the table illustrate the fact
that the inner decoder has a rather high computational burden5

(which is expected given the nonlinearity of the inner code)

5Our MATLAB-based implementation is quite inefficient for the inherently
serial computations required in this process and it is possible that the process
could be considerably improved with an alternate implementation.
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TABLE I
COMPARISON OF ERROR-CORRECTION PERFORMANCE AND DECODER EXECUTION TIMES OVER DIFFERENT “CHANNELS”

Fig. 11. LDPC iteration count versus the number of errors for the outer decoder.

and that this constitutes the major computational load for the
proposed technique.

We also examined the behavior of the iterative decoding for
the outer LDPC decoder for the experimental runs of Table I.
The results are shown in Fig. 11 where the number of symbol er-
rors as a function of the LDPC iteration count is shown for each
case. From the results, we can see in the absence of compres-
sion the number of errors rapidly falls and correct decoding is
achieved in less than seven iterations in the example presented.

B. Monte Carlo Simulation Results

Next, we present Monte Carlo (MC) simulation results for
more extensive experiments, again, using the three previously
cited speech compression channels and an additive white
Gaussian noise (AWGN) channel. For this purpose, the sample
speech segments (containing female and male speech from
diverse sources) were concatenated to produce a speech signal
of approximately 2 h in length. Four runs were performed over
the resulting signal for each channel with different realizations
of the marker vector , producing a total 200 simulation runs
for each channel.6 The results from these experiments are
summarized by determining, for each choice of experimental
settings, the percentage of simulation runs for which the em-
bedded data was successfully recovered.

Fig. 12 illustrates the impact of varying the QIM quantizer
step-size for the three compression channels considered. In
general, an increase in the QIM step size also increases the em-
bedding distortion. Though, as discussed in Section VI, the em-
bedding distortion is almost imperceptible for QIM step sizes
less than the 15 Hz maximum that we consider in this investiga-
tion. Results are provided for two channel parameter estimation
scenarios. Fig. 12(a) shows the results obtained using the static
set of initial channel parameters indicated in Section VI and

6The time for the simulations with our experimental code and the manual
nature of the interaction with PRAAT and the speech codecs did not readily
allow larger Monte Carlo experiments.

Fig. 12(b) shows the results obtained when the channel parame-
ters are re-estimated using the Baum–Welch algorithm. The re-
sults obtained with channel parameter estimation offer a modest
improvement over the static parameters for higher QIM step
sizes and perform slightly worse for the lower QIM step sizes
because the channel degradation also degrades the estimates ob-
tained. Apart from these minor differences, the results in both
figures follow common trends: As can be expected, increasing
values of provide increased robustness and thereby a higher
success percentage. For a quantizer step size of Hz,
data were successfully recovered in more than 95% of the simu-
lations for all three channels. Observe that these three channels
present varying degrees of difficulty for watermark recovery.
The only source of errors for the channel corresponding to no
compression are the differences in estimated features between
the embedder and the receiver caused by the change in the signal
from the embedding process itself. These become progressively
infrequent as the QIM step size is increased and for
15 Hz, the data are successfully recovered. Both the GSM and
AMR channels introduce very significant distortions,7 causing
additional errors that the watermark system must overcome. The
extremely low-bit-rate AMR channel is the most challenging.

The performance of the watermark over an AWGN channel
is shown in Fig. 13 for QIM step sizes of 10, 12, and 15 Hz.
The abscissa of the plot indicates the AWGN signal-to-noise
power ratio (SNR) and the ordinate indicates the percentage of
simulation runs for which data were successfully recovered. In
informal experiments, an AWGN SNR below 27 dB produced
a clearly audible distortion and around 20 dB resulted in ob-
jectionable audio quality. Once again, two channel parameter
estimation scenarios are considered. Fig. 13(a) shows the re-
sults obtained using the static set of initial channel parame-
ters indicated in Section VI and Fig. 13(b) shows the results
obtained when the channel parameters are re-estimated using
the Baum–Welch algorithm. In this case, a clear improvement
can be seen with the channel parameter estimation though the
static parameters also offering reasonable performance. From
the graph in Fig. 13(b), one can see that over the range of per-
ceptually acceptable AWGN attacks, the method performs quite
well with only minor degradation in comparison with the noise-
less channel case, which was included in Fig. 12(b).

C. Spread-Spectrum Watermark Comparison

In order to illustrate the challenge posed by speech water-
marking (for low-rate compression), we also evaluated an obliv-
ious spread-spectrum watermarking method that is conceptu-
ally similar to that proposed by Cheng [17]. Our scheme is de-

7GSM and AMR coding resulted in SNR values of approximately 3.9 dB and
2.0 dB, respectively.
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Fig. 12. Monte Carlo simulation results over speech compression channels. (a)
Without channel parameter estimation. (b) With channel parameter estimation.

picted in Fig. 14, where the normalized correlation value forms
the output. A threshold detector converts the value to a posi-
tive/negative detection response. By varying the threshold value
and conducting MC experiments, we can obtain receiver oper-
ating curves (ROCs) that plot the estimated detection and false
alarm probabilities against each other.

For our experiments, we generate 2000 sample pseudo-
random sequences as the spread-spectrum “watermark” vectors
(this roughly matches the number of spread-spectrum wa-
termarks to our uncoded data embedding rate). The random
sequences were scaled by a factor and added to the speech
in order to embed the watermark, where was chosen as the
smallest value such that the resulting embedding was barely
audible (0.07% of the signal dynamic range in our case). We
performed 2500 simulations over our concatenated speech
signal in order to obtain the MC results.

In the absence of any compression, the ROC curve is a per-
fect inverted L. The results for the two compression channels are
shown in Fig. 15. We find moderate success for the GSM com-
pression channel but for AMR compression, the ROC curve is
very close to a straight diagonal line, which is the worst possible
performance and matches the performance of a random detector
that does not use the input signal at all.

VIII. CONCLUSION AND DISCUSSION

This paper introduced a new paradigm for synchroniza-
tion in multimedia watermarking that combines feature-based

Fig. 13. Results from Monte Carlo simulations over an AWGN channel. (a)
Without channel parameter estimation. (b) With channel parameter estimation.

Fig. 14. Alternative spread-spectrum speech watermark.

Fig. 15. ROC for a spread-spectrum speech watermark over GSM and AMR
channels.

embedding with error-correction codes capable of correcting in-
sertion, deletion, and substitution errors. We presented a speech
watermark as an instantiation of the paradigm. Low-bit-rate
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encoding methods motivated the feature-based embedding in
this application and the 1-D nature of the signal offered suit-
able simplification for realization of a practical watermarking
scheme. The experimental results for our speech watermark
illustrate that the framework allows recovery of embedded
data under common scenarios where some mismatches in the
features detected at the transmitting and receiving ends are in-
evitable. The speech watermark is robust to low-bit-rate speech
coders that are commonly used in speech communication
applications. Since these encoders have been debilitating for
common watermarking methods that presume synchronization,
the work presented here represents an advance in speech wa-
termarking in addition to illustrating the utility of the proposed
framework.

This paper is a first step offering a promising new approach
for jointly addressing synchronization and error correction
in feature-based multimedia data embedding. The framework
proposed here was demonstrated in a speech-watermark suit-
able for operation over low-bit-rate encoding channels, which,
although nonmalicious, pose very significant desynchroniza-
tion challenges. The positive results obtained in this difficult
scenario are rather encouraging but several issues must be
addressed in order to apply the methodology in broader fea-
ture-based watermarking scenarios. Specifically, fundamental
advances in the error-correction coding methodology are re-
quired to provide meaningful extensions for 2-D and 3-D data
(e.g., images and video).

Irrespective of signal dimensionality, some further explo-
rations are also of interest, particularly for addressing robust
embedding scenarios as opposed to the semifragile application
considered in our work. In this regard, our embedding method
based on pitch modification is not robust against time-axis
scaling attacks (that are the equivalent to valumetric scaling
attacks for QIM methods) and alternate (local) methods of
embedding would therefore be of interest. Additional work
is also required on the security of the scheme. A potential
security weakness of feature-based embedding methods is that
an adversary may also attempt to detect and alter significant
features in an attempt to defeat the watermark [41]. An addi-
tional security weakness arises in our implementation due to
the fact that the QIM embedding presented does not employ
any dithering (synchronization would be a prerequisite in order
to use dithering). A malicious attacker may attempt to estimate
quantizer levels and deliberately disrupt the embedded signal.
We note that the marker sequence is partly analogous to a
dither signal. An interesting direction for further investigation
therefore would be to explore whether a “soft marker signal,”
which is not constrained to be binary, could be utilized to serve
the simultaneous purposes of dithering and synchronization.

APPENDIX

The IDS correction code is based on the work of Davey and
MacKay [15], [29] though the specific codes and parameters
were selected in view of our watermarking application. This
Appendix provides a compendium of the elements that were not
described in the main text of our paper: The HMM-based inner
decoder, the Baum–Welch procedure for the re-estimation of the
channel model parameters, and the outer LDPC code.

A. Hidden Markov Model-Based Inner Decoder

The inner decoder computes the symbol-by-symbol
likelihood probability mass functions for

from the extracted data at the watermark re-
ceiver. In this process, it utilizes the channel model and the
model parameters. We assume that the channel labeled IDS
channel in Fig. 6 has parameters that
correspond, respectively, to insertion, transmission, deletion,
and substitution probabilities. If we consider the channel labeled
IDS channel’ in Fig. 6 with input as the marker vector and
output as the extracted data at the receiver, the insertion, trans-
mission, and deletion probabilities for this channel are the same
viz, , respectively, whereas due to the additional
substitutions introduced by the message data, the probability of
substitution changes to , where

denotes the mean density of the sparse LUT. For practical
implementation, we assume that the maximum number of
consecutive insertions allowed in the model of Fig. 7 is limited
to . After consecutive insertions, the channel does not
allow any additional insertions and undergoes a deletion with
probability or transmits the current bit with probability

. Next, we define the drift at position as the
number of insertions minus the number of deletions encoun-
tered before the channel enters state and forward probabilities

and the backward
probabilities , for emission of
the leading and trailing ends of the received sequence (under
indicated conditionings). These are readily calculated using the
HMM forward–backward recursions

where denotes the conditional probability, conditioned
on , that and the binary sequence of length

is emitted by the channel from the time the channel
enters state to the time the channel enters state . The
conditional probability can be expressed in the form

where

Note that is a binary string of length , so that
is the last element of (which would be the transmitted bit, if
indeed a transmission occurs).

Upon completion of the forward–backward pass, the
symbol-by-symbol likelihood probabilities for -ary symbols
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at the input of the sparsifier can be computed by combining the
results from the bitwise forward–backward pass as8

where represents the (postu-
lated) drift at the start of the th and ( th symbols, re-
spectively; represents the bits emitted by the channel be-
tween these positions (i.e., ), and the proba-
bility term is interpreted
readily from the notation. This latter probability can be effi-
ciently computed by defining a forward probability

and noting
that , which is
obtained using an additional forward pass

where is defined as before with replaced by in the
expressions.

B. Baum–Welch Re-Estimation Equations

The HMM parameters representative of the channel condi-
tions can be estimated using the iterative Baum–Welch re-esti-
mation procedure [30]. In terms of the forward and backward
probabilities, the re-estimation equations are shown at the top
of the next page, where denotes the estimate for the param-
eter and .

C. Outer Q-Ary LDPC Code

Technical details for LDPC encoding/decoding may be found
in relevant references on the topic [27]–[29], [31], [36], [38],
[39]. A brief summary is provided here for completeness.

The -ary LDPC code is specified by a sparse
parity check matrix with nonzero entries in GF , having
rank . The outer encoder (Figs. 6 and 8) encodes
blocks of -ary symbols into corresponding codewords with

-ary symbols each. Codewords are vectors, satisfying the
parity check constraint . An gen-
erator matrix for the code in systematic form, computed from

forms the encoder [27], [28], [31], [39]. Codewords are ob-
tained by multiplying message vectors in by the gen-
erator matrix and include the message as the last symbols.

The decoder takes, as inputs, symbol-by-symbol like-
lihood probabilities for
and estimates marginal (pseudo) posterior probabilities

. The term represents the prob-
ability that the th received symbol is conditioned
on the events that at the transmitting end, the data were encoded
using the parity check matrix and that is received from
the IDS channel. This is accomplished by the standard soft in,
soft out iterative decoding algorithm for -ary LDPC codes
summarized in Fig. 16.

8The two-step process utilizing a bitwise forward–backward pass followed
by a forward pass for each symbol represents an approximation that ignores
correlations introduced by the sparsifier except for the specific symbol under
consideration.

Fig. 16. Outer �-ary LDPC decoding algorithm.
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